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Introduction and Background

1.1 Introduction

Verifiable computation provides means for a local party to outsource program execution to
an untrusted third party while having the guarantee that the program was run correctly.
Zero-knowledge proofs are the foundation for such protocols, which allow one party (the
prover) to convince another party (the verifier) that they know a secret without revealing
the secret itself.

More formally, the prover and the verifier both agree on some function f and a desired
output value c¢. The prover wants to convince the verifier that they know a witness w such
that f(w) = ¢, without revealing w to the verifier.

Note that the control flow of programs during execution can reveal information about
variables within the code. Thus, the control flow of zero-knowledge proof programs could re-
veal information about the prover’s secret, which would be a breach of the protocol. Consider
the factorial function for positive integers f(n) = n! and its classical recursive implementa-
tion in Python below:

def factorial(n):
if n ==
return 1
else:
return n * factorial(n-1)

Observe that when the function factorial is called on any positive integer n, there will
be exactly n — 1 recursive calls performed. Clearly, observing the control flow behaviour and
memory access patterns of this program can directly reveal the witness.

Zero-knowledge proof protocols generally convert the function f into a circuit, which
makes support for control structures difficult. Current approaches require the programmer
to provide “unrolling bounds” on all loops and recursive function calls. The body of the
loop/function is then unrolled that many times to create the circuit for the program.

The choice of the unrolling bound is very important, as an incorrect choice could lead
to the wrong output or could lead to the circuit being unnecessarily large. In this paper
we propose a solution that reduces the burden on programmers by automatically computing
efficient unrolling bounds that provide a privacy guarantee on the information leaked about
the witness.

1.2 Background

In the field of compiling programs into zero-knowledge proof statements, support for pro-
grams that use dynamic control low and RAM has been very problematic, as it often results
in circuits that are too large [4]. While no work has been done specifically on using differential
privacy to produce efficient zero-knowledge proof statements, there has been much research
on implementing new systems that provide inexpensive RAM and control flow options to
allow support for programs that use these constructs.

One state of the art system is Buffet[4], a system which helps to solve the issue of
intractability when enumerating the state space of control flow. Buffet allows programmers
to use a large subset of the C programming language to write programs that can then be
compiled into zero-knowledge proof statements, while providing the best performance by
orders of magnitude compared to other state of the art systems (Pantry[2] and BCTV[1]).
To provide this efficiency with RAM, Buffet implements a hybridization of the methods used



in both BCTV and Pantry to convert the program into a set of constraints. In terms of
control flow, the Buffet compiler performs a flattening pass that creates a C program with
no data dependent control structures. Buffet allows all C control flow except for “goto”
statements and function pointers.

Another system at the frontline of the zero-knowledge proof is the CirC compiler[6]. The
CirC compiler compiles programs written in C into an IR that represents an abstract Exis-
tentially Quantified Circuit (EQC). The compiler provides a variety of front-ends, including
the C language. Similar to Buffet, the compiler supports a subset of C and does not support
the “goto” statement or recursion[6].

One constraint amongst all of these systems (Buffet, Pantry, CirC and BCTV) is that
there must be strict static bounds on execution length for loops. Specifically, these compilers
require the programmer to provide a bound for each loop they implement in their program.
The bounds chosen for these loops are very important for protecting the secret inputs to the
program, as we have shown that the runtime or output length of the program can depend
heavily on secret inputs. It is often necessary to set these looping bounds to maximum
possible values in order to ensure that the program is oblivious (the runtime behavior of
the program reveals nothing about the secret inputs). Unfortunately, this often leads to
incredibly large and inefficient circuits that are limited for practical use.

The impracticality of full obliviousness is not an issue solely tied to zero-knowledge proof
systems and has seen much attention recently. A new approach that relaxes the requirements
of full obliviousness in algorithms is differential obliviousness [9]. Differential obliviousness
is an extension of the guarantees provided by differential privacy to the runtime behavior
of programs. Thus, differential obliviousness provides a guarantee that the information that
the adversary gains by observing the control flow information of the program is bounded.

The compiler proposed in this paper applies the notions of differential obliviousness to
zero-knowledge proof systems. Furthermore, the compiler seeks to fully automate differential
obliviousness, such that the programmer can write algorithms and be guaranteed differential
obliviousness with virtually no extra work.



Compiler Design

2.1 Overview

The compiler design proposed in this section automatically implements differential oblivi-
ousness to programs. This process involves two primary components: a complexity analysis
on each function to determine an upper bound on the number of times the function should
be unrolled (Section 2.2), and a differential privacy mechanism to produce a “noisy” number
of times the function will be unrolled to protect the witness (Section 2.3).

2.2 Cost Type System

To automatically compute the unrolling bounds, we must first find an upper bound of the
cost of each recursive function in the program (how many times the function will run on a
given input). Of course, this methodology only works on functions that terminate on the
given input. Fortunately since the application of this compiler is for use in zero-knowledge
proof statements, we are not interested in functions that do not terminate. The type system
described below tracks how many times each function is called in relation to its inputs.

The type system is inspired by previous type-based analyses for bounding function cost [7,
5, 3]. Unlike previous work, our approach combines dependent types (in the rules for func-
tion introduction and application) and an external solver for recurrence relations to simplify
the system. Figure 2.1 provides the syntax of the type system and Figure 2.2 provides the
semantics of the type system.

Note that:

- The syntax |z +— ¢,|c, is substitution, i.e., “substitute all free occurrences of variable =
Y )
with ¢, in ¢,”.

- The function type (z, : 7,,..., 2, : Tp) S 7 is a function whose complexity (in terms of
Ty, xy)is O

- The function rsolve gives a solution to the provided recurrence relation.

r € real £ R

b € bool = true|false

[ € name = ...function names...

r € var = ...bound variables . ..

o € op u= ...base type operations . ..
o,C € cost = w|r]ole...,c)|T(e... c)

e € expr = x|r]|o(e...,e)|letx=eine|if(e){e}{e} ]| fle, ..., ¢€)

T € exp-type == real|bool

o € fun-type = (v:7,...2:7)>7T

d € defn == f(z,...,z)=¢€

JS prog = d; pdse

| S exp-cxt £ var— exp-type

Q € fun-cxt £ name — fun-type

Figure 2.1: Syntax



Function Definition Typing

FUN
Qi {ry—mn,. x>t Ee 750
Qs {ey =7, ,on—mtbe:7;¢ rsolve(T(r) =0;T(xy) =c¢)=C

QF f(ey 7,2y 1) = if(my == r){es e} (x1 i1y, o 2 0 ) <7

Ezxpression Typing |f, Q;T'kFe:7;¢

VAR

{Z"—)T}GF REAL BOOL

[ TkFx:7:0 f:Q;'Fr:real;0 QT Fb:bool;0

oP

I—O:(Tl,...,Tn)EM' [:Q:Tke im0 o [;Q:TFe,:Th;cn

[Q:Tholer,....ep) :T5014+ -+
LET-DEPENDENT
[QTEd 1 [Q:Tw{z—nllte:n; e
[;Q;TFletz=c ine: ;¢ + [z d]e
IF

f3:Q;T e :bool;c f:Q;Fey:7:c fiQ;Fe3:T7:c3
fi QT if(er){ea{es} 7,1+ ca+cs

APPLY-DEPENDENT
0O - I O - A
Qs TEd e o0 Q50 Fce, 7 cn

LT E (A, )71+ +- -+ e +T(c)

Figure 2.2: Type System (selected rules)



The most notable component of this type system is the function definition typing rule.
This rule gets a recurrence relation for the recursive function being compiled and calls rsolve
to produce a complexity expression for the function. The compiler processes function def-
initions in order and extends €2 as it progresses. Note that in addition to I' and (2, these
rules also know what function f is being compiled in order to make the type judgements. It
assumes that € contains the complexities for all of the functions already compiled but not
the current function. When a recursive call to the function being compiled is found, the cost
is 1 4+ T'(e) where e is the actual first argument to the function. Since the actual expressions
are incorporated in the type, this is a dependent type system. It is also important to note
that the structure of recursive function definitions is restricted to a single if statement with
a base case and a recursive case. This restriction allows the compiler to easily identify the
base case and automatically generate the recurrence relation. The typing rules of this system
could be extended to support different code structures for recursion.

We can see the typing rules in action with an example using the factorial program defined
above. For the function definition rule, we see that we can derive the 3 preconditions as
follows:

fact; {} ; {n+ real} F1:real;0 HEAL

n+— real € {n — real}

F — : (real, real) Soreal  fact; {};{n— real} Fn:real;0 VAR fact; {} ; {n— real} F1:real;0 op

fact;{} ; {n— real} - —(n,1) :real ;0
fact;{};{n — real} F fact(n — 1) :real ; 1+T(n —1)

APPLY-DEPENDENT

rsolve(T(1) =0;T(n)=1+T(n—1)) =n—1
Thus by the function definition typing rule we can deduce that:
{} F fact(n : real) = if(n == 1){1}{fact(n — 1)} : (n : real) "' real

The resulting function type is added to €2, which gives the complexity expression n — 1
for the function fact.

REAL



2.3 Differential Obliviousness

From the cost type system we produce a complexity function that gives the total number of
recursive calls needed to compute a function on an input. It is now necessary to add “noise”
to this number so that the program will make a random number of extra recursive calls.
These extra recursive calls will not affect the output, but these calls will mask the control
flow of the program to reduce information leakage about the witness. The compiler uses
differential privacy techniques to bound the information leakage within a threshold.

Traditional differential privacy methods add symmetric (positive or negative) noise to a
value, however this technique will not work for this application. This is due to the fact that
if n recursive calls are required to compute the function on an input x, any fewer than n
recursive calls will not result in the correct output. Thus, the noise added to the number of
recursive calls must be non-negative. To achieve this, a truncated Laplace mechanism [8] is
used to generate one-sided noise samples:

M(X) = f(X) + Z, 2 pTruncatedLaplace(ba M)

z <0

0 A
PrTruncatedLaplace(xw; ,U/) - { A |z —p where b = —
%exp<—T“> x>0 €

Following theorems 4, 5 and 7 from [8], this mechanism satisfies (¢, §) differential privacy,
as long as the following parameters are set correctly based on € and ¢:

M:_éln<2_5>

€ 20 +ec —1
LT
A=01 2eXp<b>)

Suppose that for any recursive function f, it takes n recursive calls to compute f on
an input x. Given the truncated Laplace mechanism M and a nondecreasing complexity
function C' derived from the type system above, we can compute:

¥ =C([M(x)])

Note that since M(z) € R and M(z) > 0, we take | M (z)] to make it a non-negative
integer (the unrolling bound must be a whole number). By the post-processing properties of
differential privacy, we know that since M (z) satisfies (e, d) differential privacy, C'(| M (x)])
also must satisfy (e, ) differential privacy. 1 now gives us the padded number of times that
the body of the function needs to be unrolled. Using 1) as the unrolling bound gives us a
privacy guarantee on the information leaked by the control flow about the secret input =z,
providing us with differential obliviousness.



Implementation of the Compiler

3.1 Overview

The implementation of the compiler is written in Python and can be imported as a module.
The compiler takes programs written in Python and compiles them into C++ programs.
These C++ source files are zero-knowledge proof statements that are executable using the
EMP Toolkit backend with RAM support.

To get the automated differential obliviousness, the user defined functions in the program
must be tagged with the @complexity() decorator, which notifies the compiler that the
function is recursive and needs to undergo cost analysis. Below is an example how the
factorial function must be tagged:

Q@complexity()
def factorial(n):
if n ==
return 1
else:
return n * factorial(n-1)

3.2 Complexity Analysis

Note that all the programmer needs to add is the decorator to their function, in contrary to
existing systems that require unrolling bounds on all loops/recursive functions. The compiler
automatically performs a complexity analysis on the body of all functions tagged with the
decorator.

The compiler relies on the SymPy Python library for the calculations in symbolic mathe-
matics. To derive the recurrence relation for the cost of the function, the compiler recursively
delves into the abstract syntax tree of function body and enforces the semantics of the cost
type system described above. Whenever a recursive call is found, the arguments of the call
are translated to SymPy expressions. The compiler also uses primitive pattern matching to
automatically discover the base cases for the recursive function.

For example, for the factorial function as defined above, the cost analysis first generates
the following recurrence relation:

T(1) =0

Tn)=Tn—-1)+1 forn>1

Once the recurrence relation has been found for the cost of the function, the next step
is to find a solution for the recurrence relation. The compiler utilizes the rsolve method
included with SymPy, which automatically solves univariate recurrence relations with rational
coefficients. It is important to note that rsolve cannot find solutions to all recurrence
relations, even when one may exist. However, for the factorial example we see that provided
the recurrence relation above, the compiler generates the correct complexity function for
factorial:

fn)=n—1
This complexity function can then be used to deduce the total number of iterations
needed to compute the recursive function on a given input.



3.3 Differential Obliviousness

The truncated Laplace mechanism as described above appears in the output C++ source
file, which ensures that each time the zero-knowledge proof statement is run the control
flow behavior is different. Whenever the recursive function is called within the program,
the argument of the recursive call is first passed through the truncated Laplace Mechanism
with sensitivity A = 1. We fix ¢ = 1 and § = 10%, which are common settings for the
privacy parameters and can be modified. The differentially private result is then truncated
and passed to the complexity function found in the previous section, which gives the noisy
total number of recursive calls that will be performed during the program execution.

The compiler uses a notion of “fuel” to enforce how many times the body of the function is
unrolled. Every recursive function is given another integer parameter fuel, which is initially
set to the noisy total number of iterations. Each time the function unrolls the fuel is reduced
by 1, until the fuel has completely run out. It is important to note that while the function
is unrolled a random number of extra times, this does not affect the output of the program.
This is performed using multiplexers in the circuit based on the true number of recursive
calls needed to compute the function on the input.



Results

4.1 Comparisons with Current Work

This method of automating differential obliviousness provides a variety of benefits. One
primary benefit is that it removes a lot of the burden on the programmer, as it allows them
to gain differential obliviousness in their program with virtually no extra work. As opposed
to current solutions in the zero-knowledge proof space, this approach removes the need for
programmers to provide bounds on their recursive function definitions.

This also removes the limits on the size of inputs to recursive functions. When program-
mers need to provide a bound b for a recursive function f, there will always exist an input
x that can no longer be computed because f(z) requires more than b recursive calls. For
instance, if a programmer were to provide a recursion bound of 30 for the factorial function,
the function could not be used to compute on any input = > 30.

Another benefit of our approach is that it allows for a trade-off between computational
efficiency and the amount of information leaked by the control flow of the program. The
efficiency can be seen by comparing the circuit size using user provided unrolling bounds
versus using the differentially private bounds produced by the compiler automatically. The
graph below shows this relationship for a program that computes the sum of a list of 1000
elements. Since AND gates are the most expensive, the size of the circuit is estimated with
the number of AND gates in the resulting circuit after being run with the EMP backend.

Size of List Sum Circuit with User Provided Bounds vs
Automated Differentially Oblivious Bounds

w= ging User Provided Bound m= w= sing Automated Differentially Oblivious Bound

350000
340000

330000

320000

310000

Mumber of AMD Gates in Circuit

300000
1000 1025 1050 1075 1100

User Provided Unrolling Bound

From the graph we can see that the choice of the unrolling bound has a direct linear
impact on the size of the circuit (as we would expect), and of course the choice of the
unrolling bound has no effect on the circuits that are created using the automated differential
obliviousness. The dashed line plotted for the automated bound shows the average circuit
size (since the differential privacy mechanism produces different sized circuits each run). As
we can see, when the choice of the unrolling bound is very close to 1000 (the true amount
of iterations needed to compute the function), this creates a smaller circuit than using the
compilers automatically generated bound. However, this choice of a bound will reveal a lot
of information about the input. We can see there is a clear point in the graph (at about x =
1020) where the differentially oblivious bound leads to more efficient circuits than the user’s
choice of a bound.
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4.2 Limitations and Future Work

While the compiler works well on simple cases such as factorial and a recursive list_sum,
the scope of the automation is very limited. One reason for this is that solving the recurrence
relation only works with uni-variate recurrences (which prevents any recursive functions
that have base cases relying on multiple parameters). Furthermore, even with uni-variate
recurrences not all of them can be solved using the rsolve method.

The process of finding base cases is also very primitive, as it does so by pattern matching
on the structure of the recursion. Currently the compiler only supports recursive functions
written as a single if statement with a base case and a recursive case. Thus, the recursive
functions must be written in this specific manner in order to work with the automatic base
case finder.

The inability to automatically solve multi-variate recurrences as well as the limitations
of the base case system hinder the practical applications for the compiler in its current state.
Many interesting examples such as Merge Sort and Binary Search cannot be performed due
to these limitations, as the recurrence relations cannot be generated and solved correctly. De-
spite this, the system provides a strong baseline for future work to build upon for automating
differential obliviousness in programs.
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