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Abstract

The detection of rain on snow events as well as precipitation phase partitioning is becoming
increasingly important in the wake of climate change, the elevated need for more accurate hydro-
logic models, and the increase of rain on snow related 
ood events. The project titled \Advancing
Snow Observation Systems to Improve Operational Stream
ow Prediction Capabilities" at the
University of Vermont focuses on creating a low-cost, low-power network of embedded devices,
which will run a machine learning model to perform precipitation phase partitioning as well
as rain on snow event detection and provide near real-time (NRT) data reporting. This thesis
outlines how we are training this machine learning model to di�erentiate precipitation phases
from audio data, also known as acoustic disdrometry. We have utilized both simulated and real
precipitation data, recorded using a low cost embedded device developed at UVM. Various audio
features and machine learning models have been investigated to determine how to achieve the
highest possible accuracy in weather classi�cation from audio �les. On simulated data, we have
achieved up to 98.3% accuracy and on real data we have achieved up to 91.58 % accuracy. These
results provide a promising proof of concept for future system deployments.
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1 Introduction and Background

Precipitation phase partitioning - the determination of precipitation into categories including

rain, snow, hail, and sleet - as well as the detection of rain on snow events, are crucial concepts

in the �eld of snow hydrology. Being able to correctly classify precipitation phase has signi�cant

impacts on hydrologic modeling, weather prediction, as well as the monitoring of climate change

and its e�ects on precipitation from year to year. The detection of rain on snow events is labeled

as one of the current 23 unsolved problems in hydrology [5]. Rain on snow events are a signi�cant

cause of 
ooding; being able to accurately determine when such an event is occurring can provide

valuable insight into when a 
ood is likely to occur.

Precipitation phase partitioning and rain on snow event detection in alpine areas is a di�cult

task. Many attempts have been made to accomplish this task throughout the years, but the cur-

rent existing methods are either inaccurate, or extremely expensive to implement. The `current

gold standard' method for precipitation phase partitioning is the OTT Parsivel 2Laser Weather

Sensor. This device can accurately separate precipitation phase into 32 classes, accounting for

particle size and velocity. Although accurate, this system is very expensive to implement, with

the starting cost of purchase at$7000. The device also has a high power consumption and needs

a Windows connection to be used [20]. Similarly, a CR1000 datalogger, often used for environ-

mental monitoring, runs into similar concerns, including price and the need for other connections

often being necessary to retrieve data. [6]. Precipitation phase in alpine environments has high

spatial variability, meaning that there is likely to be a di�erent precipitation phase occurring

throughout di�erent areas of the mountain, even those within less than a few miles from each

other. Due to the high cost and power consumption of the aforementioned disdrometer, it would

be impractical to place these throughout the mountain range to capture the spatial variability of

precipitation phase

Our solution is a low-cost arti�cial intelligence enabled Internet of Things (IoT) system, using

acoustic sensors. There has been a history of work performed in this area of using IoT systems

as a method of rain detection [14, 21, 30, 11, 1]. The embedded device originally used in our
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system was the May
y Arduino, created by EnviroDIY for environmental monitoring [12]. Using

our setup with the May
y as a prototype, we built a custom board called the Advanced Uni�ed

Rainfall and Atmospheric Monitoring (AURA) board, which includes LoRa communications and

the ability to connect to a satellite modem out of the box. The device used to collect data that

is mentioned throughout this thesis refers to the setup which utilizes the May
y Arduino, but

for future deployments, the AURA will be used.

This modern platform, utilizing an IoT system with acoustic sensors, is highly programmable

and requires low power to run. It is inexpensive as well, with the cost of a complete sensor

station being under $1000. With signi�cantly less expensive devices, both monetarily and in

power consumption, which can be run without the need for connection to WiFi or a separate

device, we are able to deploy many more devices and therefore capture the high spatial variability

of precipitation phase in alpine environments. The integration of a satellite modem enables

near real-time (NRT) data reporting, so that users of this device will be able to easily observe

precipitation phase and the detection of rain on snow events as they occur.

To perform classi�cation of precipitation phase, machine learning is performed using pre-

cipitation audio data. Due to the di�culty and computational expense in transferring data

between devices, it is crucial that both the signal processing and machine learning models are

small enough in size and computational resources needed, to be performed on device when this

system is deployed. This is exempli�ed by the de�nition of 'in the edge' computing, in which

the processing is done on the device itself, without the machine learning analysis being done on

a separate back-end server.

For the purpose of this thesis, the embedded device is being used to record environmental

audio, but a separate computer has been used to extract and test various audio features, as well

as to train the machine learning models. Once the desired accuracy has been achieved by the

models and the �nal features to use have been determined, features will be extracted on device

for each audio sample and the trained model will run on device, performing classi�cations in real

time.
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Various feature selection methods have been used to determine from 16 candidate audio fea-

tures which can most accurately capture the data (in this case, the sounds of various precipitation

phase). Multiple machine learning models have been evaluated as well, with the most accurate

being the Random Forest and Support Vector Machine (SVM) models. These models have been

run on the embedded device to con�rm that no capacity issues occur. Using the �rst batch of data

which contains both simulated and real weather audio, divided into six classes of precipitation,

the Random Forest model has achieved an accuracy of 98.15% using Mel Frequency Cepstral Co-

e�cients (MFCCs) as the input features and an accuracy of 93.89% using an assortment of other

temporal and spectral features. On this same data, a 98.33% accuracy has been achieved using

SVM with MFCCs. After this, using the second batch of data, obtained from a deployed device

collecting all real environmental audio, we created two datasets to test. One dataset separated

the data into four classes of precipitation, while the other dataset separated the data into eight

classes of precipitation. Reasoning for the creation of two separate real precipitation datasets is

explained further in section 2.3. Using the dataset containing four classes, the Random Forest

Model has achieved a classi�cation accuracy of 84.18% with MFCCs and up to 91.58% with

other temporal and spectral features, while the SVM model has achieved 85.76% accuracy using

MFCCs. Using the dataset containing eight classes, the Random Forest Model has achieved a

classi�cation accuracy of 80.31% with MFCCs and up to 88.54% ith other temporal and spec-

tral features, while the SVM model has achieved 78.85% accuracy using MFCCs. Results are

presented in further detail in section 3.

Next steps of this project include continuing the current deployment in Burlington, VT,

throughout summer 2025 into winter 2026, while also adding further in situ deployments in other

Vermont locations beginning in summer 2025. New data will continue to be collected from these

deployments, to allow us to continue to re�ne the machine learning models used on the device.

Communication between multiple devices and satellite connectivity will be tested through these

deployments as well. There is also discussion of future deployment in areas of the western United

States, such as Arizona and Colorado, to test these devices in varied climates.
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1.1 Background and Related Works

This section �rst provides a synopsis of signi�cant snow hydrology related concepts, highlighting

the importance and relevance of this research, in section 1.1.1. Next, Section 1.1.2 dives into

devices used in the �eld of snow hydrology, followed by an overview of device we created for

this research. Section 1.1.3 examines multiple works which perform machine learning and deep

learning on environmental audio data to detect rain. The �nal section of Background and Related

Works, titled 'Contributions and Structure of this Masters Thesis', outlines the speci�c goals I

have undertaken and plan to elaborate on throughout this document, including the audio signal

processing used to extract the necessary features from audio data, the machine learning models

used, and their associated accuracies.

1.1.1 Snow Hydrology Background and Literature Review

It is important to �rst highlight the crucial need for this work by providing the related background

concepts in snow hydrology. Precipitation phase partitioning involves di�erentiating between

rain, hail, snow, sleet, and other precipitation phases. As explained in the paper \Rain or snow:

hydrologic processes, observations, prediction, and research needs" by Harpold et al., identifying

the correct precipitation phase has many implications to the hydrologic cycle as well as hydrologic

models [15]. Phase partitioning models (PPMs) are becoming increasingly important, as climate

change is causing precipitation models to di�er from what was previously predicted. This paper

provides examples of many phase partitioning methods, including in situ methods, ground-based

remote sensing observations, and space-based remote sensing observations, but also noted that

there are still gaps in the abilities of PPMs [15].

The paper \Temperature and pressure dependence of the rain-snow transition over land and

ocean" by Aiguo Dai shows the e�ect of temperature, pressure, and land versus bodies of water

on the di�erentiation between rain, snow, sleet, and other phases of precipitation [10]. The range

of temperatures in which the phase transition occurs can change based on the elevation, as well as

if the area studied is over land or ocean. This articles provides information on the temperature in
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which there is likely to be snow, if the air is below said temperature, as well as the temperature

in which there is likely to be rain, if the air is above said temperature, with di�erent values

based on elevation, land versus ocean, and other factors. However, there are often a few degrees

between these temperatures in which it is not as clear if the precipitation will be rain or snow

[10]. This illustrates a di�culty in many precipitation phase partitioning methods: the ability

to di�erentiate between rain and snow near the freezing point.

The frequency of mountain rain on snow events may also change due to climate change, as

explained in the paper titled \Rain-on-snow events, 
oods and climate change in the Alps: Events

may increase with warming up to 4 degrees C and decrease thereafter" by Martin Beniston and

Markus Sto�el. Rain on Snow (ROS) events are exactly what they sound like; when it rains

on snow. Being able to detect rain on snow events is very important, as these events can be a

cause of major 
ooding. Martin Beniston and Markus Sto�el note in their paper that "there

has been an increase in the number of ROS events since the early 1960s related to the rise in

atmospheric temperatures" [3] and using a snow model, predict that the number of ROS events

may increase almost 50% due to a two to four degree Celcius increase in temperature, which may

then be followed by a decrease in ROS events [3]. The 
ood that occurred in December, 2023

in Winooski, VT due to an ROS event provides an example of how devastating these 
oods can

be, and shows how important it is to be able to detect when an ROS event occurs. The damages

included, but were not limited to, multiple 
ooded basements, of both homes and an elementary

school, as well as temporary and some more semi-permanent road closures due to major repairs

being needed after the 
ood [4]. The detection of Rain on Snow events are described as one of

the current twenty-three unsolved problems in hydrology, adding to the importance of being able

to develop an infrastructure to detect these events[5].

1.1.2 Low Cost Wireless Sensor Networks for Snow Hydrology

Wireless sensors networks have been used for multiple snow hydrology applications, including to

measure variables pertaining to snow pack in the upper American River basin [31], as well as in

the environmental data gathering system Snowcloud [25]. While these provide a signi�cant basis
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Figure 1: Original device prototype, using the May
y Arduino, microphone, and attached sensors.

in the �eld, both systems have since become obsolete. This history of wireless sensor networks

utilized in snow hydrology applications is a motivation for the device we have created, and

provides con�dence in its success. In our network, each setup contains an embedded device. The

data collected that is referenced throughout this thesis has been recorded using a May
y Arduino,

but going forward, we will be recorded using the Advanced Uni�ed Rainfall and Atmospheric

Monitoring (AURA) board, designed and fabricated by Soheyl Fahir-Hagh at the University of

Vermont, inspired by the prototype setup using the Maylfy Arduino. The AURA board utilizes

the ATMega 128 processor and includes 8KB of RAM and 256 KB of program memory.

Figure 1 shows our prototype setup, housed in a waterproof 1050 Pelican case. Within this

case is the May
y Arduino, which provides a variety of wireless communication options. We used

this to collect precipitation audio data, from which features were extracted to use as input to the

machine learning models. In the future, we plan to embed the trained machine learning algorithms

on device, to classify precipitation phase in real time. Training of these machine learning models

has been done o�ine, the methods of which are explained throughout this thesis.

A microphone is connected to the May
y as well. As shown in Figure 2, the microphone

is housed underneath a resonance chamber, which rests atop a metal rod connected to a base

6



Figure 2: Expanded device setup including conical resonance chamber and associated stand.
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Figure 3: Image of the Advanced Uni�ed Rainfall and Atmospheric Monitoring (AURA) board,
to be used in future deployments.

planted on the ground. The microphone is then clipped onto the rod. A wire connects the

microphone to the embedded device, housed in a waterproof 1050 Pelican case.

A number of sensors are shown attached to the embedded device in Figures 2 and 3, namely a

temperature/relative humidity sensor, sonar sensor, and solar radiation. The temperature/relative

humidity sensor is relevant to section 4 of this thesis, as this sensor is utilized as part of the smart

sampling algorithm, which allows the device to determine when to begin recording. The solar

radiation and sonar sensor are not mentioned further throughout this thesis, however, are useful

for general snow hydrology applications and may potentially be helpful in precipitation phase

partitioning and Rain on Snow detection, in future deployments of this device. These sensors

were included in the images provided to illustrate how our device can be connected to a full snow

sensor suite.
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Figure 3 shows the AURA board. In future deployments, this will be the device housed in the

Pelican case, instead of the Maylfy Arduino. The AURA board natively includes LoRa (LAN)

and satellite (WAN) capabilities. The remaining setup will be the same, with a microphone

connected to the board, housed under a resonance chamber, and has the ability to connect to

the other aforementioned sensors.

1.1.3 Machine Learning Using Environmental Audio Literature Review

Our approach to precipitation phase partitioning and rain on snow event detection uses machine

learning to classify rain and precipitation phases in environmental audio. A closely related work

to this experiment is the master's thesis by Meriem Ferroudj. The goal of this study was to

classify a large set of environmental recordings into the categories of \heavy rain, cicada chorus,

animal sounds (bird calls, koala bellow, frog calls), and others (nighttime and light rain)" [13].

This work explored many possible approaches, in the end mainly using the Decision Tree classi�er

to decipher the various sounds. This research provided a very helpful reference from which we

began to determine possible audio features used to classify rain in environmental audio. The

experiment described in this paper is di�erent from our goal, however, as the classi�cation in

this paper is of rain versus animal sounds, and not rain versus hail, snow, and other precipitation

sounds. Our research also has the added component of integrating this machine learning model

onto an embedded system, with the goal of being deployed and continuously recording, while this

work uses audio �les that had been recorded previously.

Advances have been made toward using machine learning to detect rain speci�cally, some of

which also incorporate novel devices [14, 21, 30, 11] One of the works that is most closely related

to ours is "Design and Development of a Novel Acoustic Sensor with Automated Telemetry" by

Maria Leonora Guico, Gemalyn Abrajano, Prince Aldrin Domer, and Jose Paulo Talusan. This

study is similar to our project because these researchers are using microphones to record rain,

in order to predict 
ooding events. Di�erent from our research, however, they are not detecting

Rain on Snow, but rather rain intensity. In addition, this research focuses on tropical climates,

while our research focuses on alpine environments [14]. The paper titled "Machine Learning
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Predictive Models for Improved Acoustic Disdrometer" uses acoustic data for rain classi�cation

as well, using data obtained from piezoelectric sensors, as the input for multiple machine learning

models. The authors were able to achieve very high accuracy of rainfall intensity classi�cation

using machine learning models, upwards of 99%, which provides con�dence in our methods as

well [21].

Some works also include deep learning techniques [7, 1], such as Convolution Neural Networks,

to classify rain intensity. A prominent example of this is the work titled \An Innovative Acoustic

Rain Gauge Based on Convolutional Neural Networks" by Roberta Avanzato and Francesco

Beritelli. This study is similar to ours, as the authors are attempting to predict 
ooding using

audio recordings of rain events [1]. The main di�erence, however, is that they are using a

Convolutional Neural Network (CNN), while our �nal models used are simpler machine learning

models, not neural networks. While the CNN approach is successful, we used a less resource

intensive machine learning model, due to computational limitations of embedded devices.

A notable theme of these papers is that their classi�cations speci�cally involved rainfall, and

did not include classi�cation of other precipitation types such as hail, snow, or mixed precipita-

tion. Our work builds on this to classify these other precipitation types, as well as still classifying

rainfall intensity. The work titled \Leveraging a radar-based disdrometer network to develop a

probabilistic precipitation phase model in eastern Canada" does incorporate snow, freezing rain,

and mixed precipitation into its phase partitioning model, utilizing a radar-based disdrometer

[2]. This has similarities with our work, due to its incorporation of precipitation types other

than rain. We expand on this, however, by incorporating the precipitation phase models into an

embedded device.

Research has also been done on deployment of sensor buoys in the ocean, such as in the paper

\Automating the Detection of Precipitation and Wind Characteristics in Navy Ocean Acoustic

Data"[18]. However, in this work, the sensors are not stationary and very di�erent considera-

tions must be taken. The paper \A Supervised Learning Approach for Rainfall Detection From

Underwater Noise Analysis" also uses audio to detect rainfall [27], but again has di�erent consid-
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erations and methods than our experiment, due to the sensors being underwater, whereas ours

are above ground and classify other precipitation events, in addition to rainfall.

1.2 Contributions and Structure of This Masters Thesis

The contributions of this masters thesis focus on the extraction of features from the recorded

precipitation audio and o�ine training of the machine learning model to classify precipitation

phase, with the goal being to create a trained machine learning model to run on the embedded

device in future deployments. The methods incorporated must take into consideration the need

for low power and memory utilization, to be able to run on the embedded device.

Section 2, Methodologies, begins with a description of the data collection processes (section

2.1). This explains how we recorded the two separate sets of precipitation audio which were

utilized throughout this thesis, as well as the considerations involved. Section 2.2 describes

the various methods involved in extracting and selecting which audio features to provide to the

machine learning models. Feature extraction and selection are a signi�cant part of the work

involved in this thesis. Sixteen candidate audio feature have been evaluated, to determine which

combination provide the best accuracy, while being simple enough to extract on device. Section

2.3 explains how these features are utilized to create three separate databases, which are then

run on the machine learning models discussed in section 2.4. Multiple machine learning models

are assessed for accuracy, ability to train properly using a large feature set, and feasibility on

device. Section 2.5 explains the library used to export the trained model onto the embedded

device.

Section 3 analyzes the results of the various tests on both simulated and real data, applying

combinations of machine learning models, features, and number of classes in the dataset. Sec-

tion 4 exempli�es the culmination of the research outlined throughout this thesis, resulting the

algorithm which can be harnessed to perform precipitation phase classi�cation on the embedded

device. Section 5 provides a conclusion and outlines next steps in this research, including de-

ployments to collect more real precipitation audio samples, as well as the future goal of running
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the trained machine learning model on the deployed device.

2 Methodologies

This section describes the methods performed throughout this research. The full machine learning

pipeline is illustrated through this section, beginning with data collection, followed by extraction

of features from each audio �le, used to create a dataset to use as input into the machine learning

models, to classify precipitation phase. Speci�c details are provided on how both simulated and

real data have been collected, the types of features extracted, how the feature selection processes

are performed, as well as how machine learning models were evaluated and chosen.

2.1 Data Collection Process

Recall, the �rst step needed in running a machine learning model is to have the necessary data

to input to the model. We have generated our own dataset for this project, which is comprised of

features extracted from precipitation audio recorded using the embedded device setup we created,

as shown above in Figure 2. Please refer to this �gure throughout this section of the report, as

this image depict resonance chamber described throughout.

The overall process of collecting precipitation audio is as follows: precipitation falls onto

the resonance chamber, allowing for the sound to be ampli�ed, which is then recorded by the

microphone underneath the cone and saved using the Wavedform Audio File, also known as a

.wav �le. The microphone is connected to an embedded device which controls the recording and

stores the audio �les. A key piece of this project is that the data we use is not collected from a

third party source or database, but rather, the data is collected in real time, using the embedded

device setup we have created.

2.1.1 Initial Data Collection Process: Simulated and Real Data

In the initial data collection process, we collected mostly simulated precipitation audio, as well as

recordings of real snow and silence. This initial setup had not yet been ruggedized to withstand
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being outdoors during rain or other heavy precipitation events; therefore, simulated audio was

recorded as to not damage the device. These recordings include simulations of light and heavy

intensities of rain, simulations of light and heavy hail, real snow, and silence.

To generate the rain sounds, multiple di�erent methods were utilized including a shower

head for light rainfall and a watering can to simulate heavy rain. Light and and heavy hail

were simulated by pouring couscous over the metal cone at both intensities. To record each

precipitation type, we manually entered a command in the Arduino code to initiate the beginning

of the recording. Each audio sample is labeled with its precipitation type as it is recorded, by

code in the Arduino sketch. Each recording in this initial set of data is between three to six

seconds long.

2.1.2 Second Data Collection Process: Real Data

In the second data collection process, audio of real precipitation was recorded. Our device, as

pictured in Figure 2, has been deployed continuously in Burlington, Vermont, since December

21, 2024. To reduce use of the microphone and the amount of audio �les to be saved, audio

was collected only when a local weather API determined that precipitation was occurring. A

recording is made every three minutes, each 10 seconds in length. Each .wav �le recorded is

labeled using the date and time of recording, as well as the precipitation phase predicted by the

API. Members of the lab listen to the audio �le to con�rm if it the �le has been correctly classi�ed

by the prediction of the API, or if the label needs to be changed. Con�rming the accuracy of

this ground truth data has proved to be a di�cult step.

When members of the lab listened to the audio �les to con�rm if they were correctly classi�ed

by the API, we realized that it was very di�cult to verify the precipitation type just what we were

able to hear. Therefore, we had little means of determining if the �le was labeled as the correct

precipitation type by the API. Recall that, when performing machine learning, it is extremely

important to know that the data is labeled correctly. If the data �les are labeled incorrectly, we

would be unfairly penalizing the machine learning algorithm for misclassi�cation, since it learned

on incorrect classi�cations in the �rst place. To avoid this, we iterated through multiple methods
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to be sure we are accurately classifying the data.

The second step in this process was the purchasing of a web camera, in the hope that being able

to see precipitation at the exact time of the recording would allow us to con�rm more con�dently

the correctness of the API's classi�cation on each �le. For further validation, a record of self-

made observations was created, where we recorded precipitation events on the dates and times

they occurred into a spreadsheet. This provided a third point of reference, in classifying each

audio �le. While this combined approach of data classi�cation has been helpful, it can still be

di�cult to know with complete certainty if the data is being classi�ed correctly, especially in

cases such as mixed precipitation and when trying to determine precipitation intensity. We are

concerned of this a�ecting the accuracy of the machine learning models. I am using this dataset

for the thesis, as it is of reasonable quality for this purpose, to test our algorithm using real

precipitation audio data. In the future, we aim to generate a higher quality dataset with which

these training methods can be re-used

We have determined that the way to achieve the most accurate classi�cation of the ground

truth data, to train our machine learning models, is to use a laser disdrometer at the site in

which the audio is being recorded and use the outputs of the disdrometer as the classi�cation

for each �le. The OTT Parsivel 2Laser Weather Sensor has been ordered to be used in the next

deployment, as it can di�erentiate accurately between many types of precipitation including

light rain (drizzle), rain with snow, snow, soft hail, and hail [20]. This will be used in the data

collection process of the summer 2025 deployment. Note that the use of the disdrometer this is

only for the purposes of collecting accurately labeled data to train the machine learning models.

In the future, when the trained model is running on device and validation of the model's accuracy

is completed, this model itself will be classifying the recorded audio.

2.2 Features

A signi�cant piece of this research involved determining the correct features to use as inputs to

the machine learning models. Section 2.2.1 describes the methods used for feature extraction,
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which is how we obtain audio features from the precipitation audio �les. Section 2.2.2 then

describes the methods we used to narrow down which features will be used in the �nal machine

learning model, running on device.

2.2.1 Feature Extraction and Signal Processing

The original data begins as precipitation recorded to .wav �les. For this data to be usable as

input features into the machine learning model, we perform signal processing to extract temporal

features, spectral features, and Mel Frequency Cepstral Coe�cients (MFCCs) from the audio

signal. Performing this signal processing allows us to obtain numerical representations of the

characteristics of the audio signal. Prior works in this area have been reviewed to compile a

list of features to evaluate [13, 23, 8, 9, 7, 30]. A theme throughout these works is the use of

MFCCs, as well as the integration of other temporal and spectral features. The remainder of

this subsection provides explanations of temporal features, spectral features, and Mel Frequency

Cepstral Coe�cients. Figure 4 provides images of the time domain audio signal, from which the

temporal features are extracted, the spectrogram created by an Fast Fourier Transform, from

which the spectral features are extracted , as well as the computed MFCCs.

Note that some temporal and spectral features indicate they have been averaged within this

subsection (for example, `average autocorrelation coe�cient'). This is due to some features

producing multiple values when extracted from the time domain or frequency domain. In the

datasets we will create from these features, each feature (aside from MFCCs, the explanation of

which will be described in the section below titled `Mel Frequency Cepstral Coe�cients'), will

have one value per sample it is extracted from. (Note that one sample refers to one audio �le.).

When performing machine learning, it is important to �nd a balance in the number of features

inputted to the model. Having too many features can lead to over�tting and can cause the model

to be confused when features are highly correlated. Thus, to avoid these issues, the features with

multiple values are averaged. This method of aggregating features with a large number of output

values has been performed in the reviewed literature as well [8, 23]. Features are extracted using

the following Python libraries: Librosa , which was created for analysis of audio [19]; scipy, a
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Figure 4: Image containing the temporal and spectral domamins of an audio signal, as well as
the computed and averaged MFCCs. 1st slide: Time Domain Audio Signal. 2nd slide: Signal
Spectrogram averaged on AURA. 3rd slide: MFCCs Computed on AURA. 4th slide: Averaged
MFCCs on AURA. Image created by Soheyl Faghir-Hagh.

library for scienti�c computing [29]; scikit-maad, used for analyzing environmental audio [28];

and statsmodels, used for extracting statistical features [24] (autocorrelation coe�cient, in our

case).

Temporal Features

Each .wav �le contains the audio signal in the time domain. Temporal features are extracted

from the time domain; therefore, temporal features can be extracted directly from the .wav �le,

without a transformation �rst needing to be applied. Figure 4, slide 1 displays an image of the

audio signal in the time domain. The temporal features evaluated in this thesis are average

autocorrelation coe�cient, average zero crossing rate, temporal entropy, and acoustic complexity

index.
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Spectral Features

Spectral features are extracted from the frequency domain. A Fast Fourier Transform is per-

formed to transform a signal from the time domain to the frequency domain. The frequency

domain is represented by a spectrogram, as shown in Figure 4, slide 2. The spectral features

evaluated in this thesis are entropy, spectral cover-low frequency coverage, spectral cover-mid

frequency coverage, spectral cover-high frequency coverage, 
ux, centroid, spread, skewness, kur-

tosis, bandwidth, 
atness, and rollo�.

Mel Frequency Cepstral Coe�cients

MFCCs are widely used to perform speech recognition [26] and have been adopted into environ-

mental audio analysis as well [9, 30], as they model sound in a way that closely re
ects human

hearing. The complete process of computing MFCCs can be seen in �gure 5. As can be seen in

the image, a Short Time Fourier transform (STFT) is used to compute MFCCs. An (STFT) is

essentially a Fast Fourier transform, computed over many separate windows of the signal, whereas

a Fast Fourier transform is computed over the entire signal. Therefore, performing an STFT is

signi�cantly more computationally expensive than performing an FFT. Due to this, there were

originally concerns about the embedded the device having the computational resources to com-

pute MFCCs. In current testing, however, both the MFCC extraction and trained model can be

run without issue.

When MFCCs are computed, a large number of values are produced, and we can determine

how many to retain. The majority of the needed information about the signal, including the

spectral envelope, are contained in the �rst 13 MFCCs. When performing tests with any number

of than 13 MFCCs, the accuracy of the classi�cation results decreased. Therefore, we use the

�rst 13 MFCCs as features into the model.

2.2.2 Feature Importance and Feature Selection

A total of 16 temporal and spectral features, apart from MFCCs, were determined as candidate

features. MFCCs were treated as a separate set of features and tested altogether. For the 16

17



Figure 5: Diagram illustrating the steps involved in computing MFCCs.

remaining features, we hypothesized that a better accuracy may be achieved by using a smaller

subset of features. To test this hypothesis, we performed a grid search, in which we created one

separate dataset for each combination of features. Each dataset was then used as input to a

machine learning model. Finally, we determined which subset of features produced the highest

accuracy. Note that x features produce 2x combinations. Since the machine learning model is

run on each combination of features, when x features are used, the machine learning model will

be run 2x times.

We �rst tested the grid search using simulated data, and performed this on a personal laptop.

Due to resource constraints, it was not possible to test all 16 features, producing 216 machine

learning models. To work around this, we �rst used the scikit-learn feature importance library.

There was a signi�cant jump in the contribution of the feature, between features eight and nine.

Thus, we used the eight features showing the highest feature importance as the inputs to the grid

search on simulated data. The resulting highest accuracy achieved using this grid search method

is shown in section 3.1, in Figure 6.
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Random Forest was used as the model to run within in the grid search. We had initially

planned to run a grid search using SVM as well. When using SVM, however, using any subset of

features less than the total 16 temporal and spectral features caused for the accuracy to decrease,

and thus, a grid search using SVM was deemed unnecessary. The holdout method was used when

running models within the grid search, as implementing cross validation as well would cause for

the experiment to take far too long to complete.

Based on the success of the grid search method utilizing the simulated data, we decided to

use this method with the real data, as well. This time, however, we ran the grid search utilizing

the Vermont Advanced Computing Center (VACC). This made it possible to incorporate all 16

temporal and spectral features into the grid search, as the VACC has the capacity to run the

very large number of machine learning models required. The highest accuracies achieved in this

grid search and their corresponding features can be viewed in section 3.2, in Figure 8.

2.2.3 Feature Extraction on Device

The Python libraries used to extract the features from each audio �le will not work on the

embedded device, due to the device being programmed in C++. A member of the team has

written code in C++ to extract the features on device which we have determined to provide

the highest accuracy, and has tested this code on device. In eventual future deployments, the

features will be extracted on device.

2.3 Dataset Creation

Each dataset is created with one row per audio recording, one column for the precipitation type

found in the audio �le name, and one column for each extracted audio feature. This dataset is

then used as input to the machine learning model. We have de�ned multiple separate data sets

for this research. The structure of each dataset name is as follows:

ˆ PPP: Stands for Precipitation Phase Partitioning

ˆ Sim/Real: Indicates which version of the collected data the dataset utilizes
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ˆ Feature Type: Indicates which features were used in this dataset (Frequency Domain, Time

Domain, MFCCs, etc.)

ˆ Number (4, 6, or, 8): Re
ects the number of classes in the dataset, which in this case,

represents the number of precipitation types.

There are three separate types of datasets. The �rst category of dataset is made from the �rst

set of recorded samples, of simulated and real data. These are referred to as the sim datasets,

as they use primarily simulated data, whereas the other datasets contain all real precipitation

data. The simulated datasets contain six classes: light rain, heavy rain, light hail, heavy hail,

snow, and silence. There are two categories of datasets comprised of real data. The �rst type

was created from a set of audio samples split into eight precipitation classes: light hail, heavy

hail, light rain, medium rain, light snow, medium/heavy snow, mixed precipitation, and silence.

We also made a simpli�ed set of audio samples, comprised of four precipitation classes: rain,

snow, mixed precipitation, silence, to see how the model behaves on datasets containing classes

with more distinction between them, having removed classes that may be somewhat similar to

each other such as light hail and heavy hail.

When running models with the simulated data, we created datasets with multiple combina-

tions of the following three groups: MFCCs, features from the time domain, and features from

the frequency domain (separate from the datasets created through the grid search, where each

feature was treated individually). It was determined that the highest accuracy was derived from

either just using MFCCs or using a subset of features determined by the grid search. Due to this,

when creating datasets with the real precipitation audio data, we narrowed down to two types of

datasets, one being just using MFCCs, and the other being the select frequency and time domain

features determined using the grid search.

1. The datasets below contain simulated and real data with six classes.

(a) PPPSim MFCCs 6

(b) PPPSim Freq Dom 6
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(c) PPPSim Time Dom 6

(d) PPPSim Freq Dom MFCCs 6

(e) PPPSim Time Dom MFCCs 6

(f) PPPSim Freq Dom Time Dom 6

(g) PPPSim Freq Dom Time Dom MFCCs 6

(h) PPPSimSelectFreqAndTimeFeatures6: This represents the datasets created within

the grid search, utilizing the simulated data, as outlined in section 2.2.2.

2. Datasets containing real data with four classes

(a) PPPReal MFCCs 4

(b) PPPRealSelectFreqAndTimeFeatures4: This represents the datasets created within

the grid search, utilizing the real data with four classes, as outlined in section 2.2.2.

3. Datasets containing real data with eight classes

(a) PPPReal MFCCs 8

(b) PPPRealSelectFreqAndTimeFeatures8: This represents the datasets created within

the grid search, utilizing the real data with eight classes, as outlined in section 2.2.2.

2.4 Machine Learning Models

For this research, four machine learning models were �rst evaluated on the simulated data, to

determine which models to use in the experiments following with real data. The focus was to

use machine learning models which can run on an embedded device, due to not being as compu-

tationally expensive, while accurately classifying each audio signal into its correct precipitation

type. Some of the models were also discussed in the reviewed literature, which provided further

motivation to try them in our approach [13, 22, 17]. We evaluated the following machine learn-

ing models: Support Vector Machines (SVM), Random Forests (RF), XGBoost (XGB), Logistic

Regression (LR) These models were implemented using sci-kit learn libraries.
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Support Vector Machines, Random Forests, and XGBoost all produced high accuracies on

the simulated data. However, we later realized that XGBoost would take a large amount of

computational power to run on device, and is not needed, due to its similarity to Random

Forests, as well as it being consistently outperformed by Random Forests on our data. When

running Logistic Regression, both with and without cross validation, the model failed to converge.

We tuned the hyper parameters to greatly increase the maximum number of iterations run, but

still ran into this issue. We believe this is due to our data being too complicated for Logistic

Regression to run successfully. Thus, we concluded that SVM and Random Forests are the best

models to use going forward, and we used these with the real audio. Each model was tested

both using the holdout method and using cross validation. When using the holdout method, the

data was split to have 70% for training and 30% for training. When evaluating the models using

cross validation, leave one out (LOO) cross validation (CV) was used on all of the models. As

a reference for the approximate size of the random forest model, the model using real data and

select temporal and spectral features used in the grid search contained 100 trees and 15,567 total

nodes, averaging to about 156 branches per tree.

2.5 Machine Learning on Device

Another important consideration of each machine learning model is if it can run on an embedded

device, as the �nal goal is for the trained model to run on device, performing classi�cation

in alpine environments in real time. To export the trained model onto device, we use the port

function from micromlgen library [16]. This library allows for many machine learning algorithms,

created in Python using scikit learn, to be exported into C++ code, which can run on the May
y

as well as the AURA board.

3 Results

We are using accuracy as the metric for rating the performance of the machine learning models

on the weather audio dataset. This is the metric most commonly used in the machine learning
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papers we reviewed, and thus using the same metric simpli�es our comparisons against these

previous works. In addition, using accuracy is sensible with this dataset, as there is a similar

number of samples for each. A confusion matrix is also utilized, as it allows us to better evaluate

the source of inaccuracies.

When running the models with MFCCs as the input features, Leave One Out Cross Validation

was used to evaluate model performance. When running the models with the other temporal and

spectral features as inputs, the Holdout Method was used to evaluate the models. As explained in

section 2.2.2, the 2x models will be created for x features. Using Leave One Out Cross Validation

on each model would cause the experiment to be unable to complete in a reasonable amount of

time, due to the large quantity of models being created. It is also important to note the use of

the manual random seed has been found to have a notable impact on performance. To maintain

accuracy consistency, a random seed was applied to the performanced ran on the VACC.

3.1 Simulated Data Results

Figure 6 illustrates the results of the models run on simulated data. The highest accuracy was

achieved using MFCCs, with 98.33% accuracy using SVM and 98.15% accuracy using Random

Forest. Close behind this was the the model which used MFCCs as well as features from the

frequency and time domain. Since this requires more features than just MFCCs alone and does

not achieve a higher accuracy, we concluded that it is best for our purposes to either use MFCCs

or the other spectral and temporal features.

Out of the tests using the spectral and temporal features, the column `Select RF Features'

achieved the highest accuracy, of 93.89% The number reported is the highest accuracy achieved

performing the grid search. Recall that the grid search was performed with only the Random

Forest Model, which is why the box corresponding to `SVM' int his column is labeled as `NA'.

The column 'Frequency & Time Domain', which represents the test using all 16 of the temporal

and spectral features, achieved a lower accuracy, showing that by performing the grid search

to determine a subset of the temporal and spectral features, we are able to achieve a higher
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Figure 6: Machine learning model results using simulated and real data

accuracy. Having less features also means that less features need to be extracted on device,

making for resource consumption. These results paved the way for the features to focus on in

the tests utilizing real data.

3.2 Real Data Results

This section presents results utilizing the datasets created from real data. As explained in section

2.3, two types of real datasets were created, where one contains four classes and the other contains

eight classes. Recall from this, one dataset was created using 13 MFCCs, with four classes, and

one dataset was created using 13 MFCCs, with eight classes. These datasets were used as inputs

to both the random forest and SVM models. The other set of results come from the grid search

described in section 2.2.2, of which the features were only inputted into random forest models.

3.2.1 Grid Search Results on Real Data

We will �rst begin by observing the feature importance chart, created from a random forest

model using the data containing four classes, shown in �gure 7. This original model was run

with all 16 candidate temporal and spectral features and achieved an accuracy of 83.16%. Figure

8 displays the highest accuracies achieved when performing the grid search using random forest

on a subset of these features. The number 0 in the column of the features indicates that it

was not used as an input feature to the model in the speci�ed test, while the number 1 in the
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Figure 7: Feature importance on all 16 temporal and spectral features for four data classes

feature column indicates that it was used as an input feature to the model in said test. Figure

9 provides a corresponding bar graph. The top three accuracies are displayed in these �gures in

the interest of readability. When ordering tests from highest to lowest accuracies, the following

23 tests after this had the same accuracy of 86.45833%. Using the top 26 tests as a cuto� instead

hurt readability and clarity of the �gures.

We can see that some of the features showing the highest importance were also utilized in

the feature sets which provided the highest accuracies, namely spectral spread, average ACC

(Autocorrelation coe�cient), Ht (temporal entropy), SC MFC (Spectral Coverage - Medium

Frequency Coverage), and spectral rollo�. Unexpectedly, average ZCR (Zero Crossing Rate) is

used in the test with the highest accuracy, but was shown as the feature with the least importance

in �gure 7.

Figures 11 depicts the importance of each feature in the model run using real data with eight

classes and all 16 candidate temporal and spectral features. When the random forest model

was run with all features, an accuracy of 79.17% was achieved. Figure 12 depicts the highest
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Figure 8: Highest accuracies from grid search using Random Forest on four classes

accuracies achieved when performing the grid search using random forest on this data 13, again

with a 1 or 0 to indicate if the feature was use or not used, respectively. The accompanying bar

graph can be seen in �gure 14. Using a select group of features, an accuracy of 88.54167% was

achieved. This is higher than the accuracy achieved using all temporal and spectral features,

providing con�dence in the grid search method, again enabling a higher accuracy to be achieved

with less features. Once more comparing between the features used in the highest performing

tests and those shown to have the highest importance, spectral bandwidth, spectral spread, and

ACI all showed relatively high importance and were used in all of the highest performing models.

However, SC MFC and spectral centroid were shown to have a high feature importance, but were

not utilized in the tests achieving the highest accuracies.

Figure 10 presents a confusion matrix based on the random forest model which used the

dataset containing four classes and features from the test with the highest accuracy, (test 1 in

�gures 8 and 9), categorized four classes. We can see from this image that the majority of

the misclassi�cations are between mixed precipitation and rain, as well as snow and nothing

(silence). This result is sensible, due to rain and mixed precipitation both having heavier sounds,

whereas snow often sounds very light when falling onto the cone, making it somewhat easy to

mix up with silence. Figure 14 presents the confusion matrix for eight classes, using the temporal

and spectral features from the highest performing test. This matrix shows the majority of the

misclassi�cations to come from misidentifying between snow and white noise.
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Figure 9: Highest accuracies from grid search using Random Forest on four classes, shown in a
bar graph

Figure 10: Confusion matrix to evaluate a random forest model run on the dataset with four
classes and select temporal and spectral features as the input features.
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Figure 11: Feature importance of all 16 temporal and spectral features for eight data classes

Figure 12: Highest accuracies from grid search using Random Forest on eight classes
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Figure 13: Highest accuracies from grid search using Random Forest on eight classes, shown in
a bar graph

3.2.2 Results on Real Data using MFCCs

Figure 14 depicts the accuracies achieved using MFCCs on both four and eight classes. The

highest accuracy achieved by MFCCs on real data is 85.76% with four classes and 80.31% with

eight classes. Figures 16 and 19 present the importance of each MFCC feature on both four and

eight classes of data.

Figures 17 and 18 show the confusion matrices evaluating the SVM and Random Forest models

using MFCCs with four classes of data. In �gure 17, using SVM, the majority of the classi�cation

errors are related to snow versus nothing and rain versus mixed precipitation, similar to what

was seen on four classes using the other temporal and spectral features. In this model, however,

there are also more misclassi�cations between snow and mixed precipitation. Figure 18, using

Random Forest, still shows a large number of the misclassi�cations occurring between snow and

rain to mixed precipitation as well as snow to nothing, but it can also be seen that the rest of

the misclassi�cations are a bit more spread out between all class combinations.

Figures 20 and 21 present the confusion matrices evaluating the SVM and Random forest

models using MFCCs with eight classes of data. It is again interesting to evaluate the e�ects
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Figure 14: Confusion matrix to evaluate a random forest model run on the dataset with eight
classes and select temporal and spectral features as the input features.
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Figure 15: Table of accuracies achieved on real data using 13 MFCCs as the input features to a
Random Forest model and an SVM Model

of using more classes, including multiple intensities of the same type of precipitation, on clas-

si�cation. Using both SVM and Random Forest, the majority of the misclassi�cations look to

be from light rain versus medium rain, light hail and heavy hail, light rain and snow, and light

hail and light rain. There is also a little bit of misclassi�cation between mixed precipitation and

rain. These results appear reasonable; we did expect much of the misclassi�cation to be between

precipitation of the same type but di�erent intensity. It is also understandable for light rain to

be mixed with snow and light hail, as all of these produce a softer sound.

3.3 Overall Analysis of Real Data Results

Overall, we are encouraged by the results achieved on real data. As can be seen in �gure 22, the

features from the grid search did outperform MFCCs by about 5-10 percentage points. When

observing the confusion matrices, this did also show that the misclassi�cations were more spread

out between multiple classes when using MFCCs, whereas the misclassi�cations were often kept

to more speci�c classes in the models based on the other temporal and spectral features. We

will, however, continue to evaluate both sets of features, as each does have their own bene�ts.

MFCCs may be simpler to extract on device, whereas it would require multiple di�erent methods

to be implemented to extract all of the necessary temporal and spectral features. On the other

hand, there is a possibility that the temporal and spectral features may use less resources when

computed on device, since the STFT used to compute MFCCs would not need to be performed.

It is reasonable that the resulting accuracies of the models on real data are a bit lower than

those from the models on simulated data, due to the aforementioned di�culties in classifying truth
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Figure 16: Feature importance using MFCCs with four classes of data

Figure 17: Confusion matrix to evaluate an SVM model run on the dataset with four classes and
MFCCs as the input features.
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Figure 18: Confusion matrix to evaluate an Random Forest model run on the dataset with four
classes and MFCCs as the input features.

Figure 19: Feature importance Using MFCCs with eight classes of data
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Figure 20: Confusion matrix to evaluate an SVM model run on the dataset with eight classes
and MFCCs as the input features.
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Figure 21: Confusion matrix to evaluate a Random Forest model run on the dataset with eight
classes and MFCCs as the input features.

Figure 22: Comparison of model accuracies using temporal and spectral features from the tests
providing the higest accuracies as well as MFCCs for four and eight classes
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data from real precipitation audio. In the future, we plan to reevaluate using more accurately

classi�ed ground truth data, and hope to resolve some of the issues causing for similar-sounding

precipitation types to be misclassi�ed. This reevaluation with improved data will also allow

us to better determine which feature sets should be used in the �nal product, when the signal

processing and machine learning model is run on the embedded device. The results currently

achieved, however, do provide con�dence in the ability of our models and feature sets to classify

precipitation phase.

4 Embedded Detection Algorithm

Figure 23 illustrates the culmination of this masters thesis, providing the algorithm of how

machine learning will be performed on device to classify precipitation phase, in real time. The

top approximately one third of this diagram illustrates the smart sampling algorithm, which

enables conservative use of the microphone. The embedded device initiates a check everyx

minutes , to determine if the dew point is greater than 100 - � , which represents a value in

which it is likely to be precipitating. If the dew point is above this value, the microphone begins

recording. If the dew point is below this value, the program waits x minutes, then resamples,

following the procedure to again check if the dew point is above the speci�ed value. This ensures

that recordings are only produced when it is likely to be precipitating.

Once it is decided that it is likely to be precipitating, the microphone begins to record and

produces a time series sound data �le, or in our case, a .wav �le speci�cally. From this, time

domain and frequency domain features are extracted, which are then used as input features to

the machine learning models. The features and machine learning models used will be those we

determine to have the highest accuracy, through continued evaluation in our next set of deploy-

ments. The outputs of these machine learning models will then be the classi�ed precipitation

phase of the recorded audio. We have the full work
ow running including the data collection pro-

cess described in section 2.1.2, signal processing described in section 2.2.1, and model described

in section 2.4, in a proof of concept form running on device.
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Figure 23: Flowchart illustrating precipitation phase classi�cation algorithm

5 Conclusion and Next Steps

The results presented in section 3 provide promise for future work. The machine learning models

were tested on real data, which was recorded using our device. Using the grid search method

on the 16 candidate temporal and spectral features, we have achieved up to 95.7% accuracy

on a simpli�ed set of four classes of precipitation and up to 92.7% accuracy on a set of eight

classes of precipitation, including multiple intensities of rain, hail, and snow. Using MFCCs, we

have achieved up to 85.76% accuracy on the simpli�ed set of four classes of precipitation and

up to 80.31% accuracy on the set containing eight classes of precipitation type. The ability to

perform data collection, feature extraction, as well as run the machine learning models, on device

currently also provide a solid base on which we will continue.

Figure 24 depicts the latest setup of our device, as of May 2025. In summer 2025, we will

conduct a full �eld deployment of the AURA device to evaluate and troubleshoot communication
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Figure 24: Device setup on UVM campus as of May 2025.
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performance across the LAN and WAN infrastructure. We will also perform a calibration de-

ployment, in which a laser disdrometer will be co-located with the AURA device. This will allow

us to build a dataset with much higher con�dence in the ground truth labels. We will use this

improved real dataset to re�ne the machine learning models. The calibration deployment will

also utilize a wind screen, to �lter out wind noise from being recorded as part of the audio, as

well as a temperature/relative humidity sensor. Temperature and relative humidity will be used

as additional feature inputs to the machine learning model. These values can also be used to

calculate dew point, allowing for implementation of the smart sampling portion of the embedded

detection algorithm on device.

Our future goal is to run the trained machine learning model on the embedded device and up-

load the results via satellite, for near real-time reporting. We plan to deploy along Mt. Mans�eld

in Vermont, with discussion of possible deployments in the western United States, to evaluate

the device in varied climates. There is great excitement about the outlook for the continuation

of this research, which is well-positioned to make signi�cant contributions to the �eld of snow

hydrology. A device which can accurately determine precipitation phase and detect rain on snow

events in real time, which is small and cost e�ective enough to be placed at many locations along

a mountain, will revolutionize the data that can be captured for climate monitoring, hydrologic

modeling, climate monitoring, and so much more. I am deeply grateful to have been part of such

impactful and fascinating research, and feel con�dent and excited about the bright future that

lies ahead for this work.
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